[bookmark: _kjtad1zdpvmv]Initial Setup
[bookmark: _3l951izhijgb]Logging into Derecho
· To log-in to the supercomputer via a terminal: 

Type into command line: 

		ssh -XY user_name@derecho.hpc.ucar.edu

	This will then prompt you to type in your password and duo-authenticate 
	You can also add to your .ssh/config a shortcut:
		
		vi ~/.ssh/config

	This will open a “vi editor” window. To edit just press “i”. This is “insert mode”. Then add:

		Host derecho
  HostName derecho.hpc.ucar.edu
  ForwardX11 yes
  ForwardX11Trusted yes
  User user_name

	You can do the same for casper

		Host casper
  User user_name
  HostName casper.ucar.edu
  ForwardX11 yes

	Then to exit (and save) vi mode: 
		
		Hit esc then type “:wq” (this writes and quits)

Once you have the short-cuts it makes setting up vscode remote connection a lot easier. To do this:
· Open VSCode
· Click the green >< button in the bottom left corner
· This will drop down your ssh/configs
· Click derecho
· Type in password
· Duo-authenticate 

This will open a log-in node in VSCode/terminal
[bookmark: _vdnx8qgociv7]Downloading CESM2
· Click lower left green button
· Drop down menu: select connect current window to host
· Select which host you want (e.g. casper/derecho)
· Enter passcode and Duo authentication
· Work directory (not huge amount of storage but good to store different versions of CESM and store packages etc)
· /glade/work/kkoepnick
· Do not modify source code here!!
· For source code modifications, see later steps.
· Use git to update/switch CESM versions
· Clone CESM2 repo:
· git clone -b release-cesm2.2.0 https://github.com/ESCOMP/CESM.git cesm2
· If you want to change the release (e.g. cesm2.1.4 or another version, find the git)
· Change into the created directory
· cd cesm2
· Check out all individual components
· ./manage_externals/checkout_externals
· Link for detailed instructions: https://escomp.github.io/CESM/versions/cesm2.2/html/downloading_cesm.html

[bookmark: _cqaypiixfrzj]Before Running the Model

· Home directory ~/
· /glade/u/home/kkoepnic/cesm2 directory:
· /build_scripts:
· Keep 1 script which says which version/modifications
· Set up to tell model how to construct itself
· All settings for the runs go into 1 script so we can see how we changed the settings for each run
· Modify bashrc file to change the account you are charging to
· In terminal:
· code .bashrc
· source .bashrc
· CESM has a 12 hour time limit so the command RESUBMIT is the total times you will be resubmitting the run to fill in the 12 hour increment
· You need to submit a "test" run to figure out what number RESBUMIT needs to be
· i.e. single year run to try to estimate how long the full run will be and how many resubmits you need
· E.g. can run 4 years in a 12 hour period and want to run 20 years then you need 5 hour chunks so RESUBMIT = 4
· 2 hour ish buffer
· /glade/u/home/kkoepnick/cesm2/build_scripts/test_default_yr2000_001
· Running a test
· To make changes to a specific model component always done in the user_nl_cam files (cam for atm or pop for ocean etc etc)
· Default: every compset creates every output file of monthly averages of a lot of variables ("useful" diagnostic stuff)
· Nhtfrq is the output frequency (if negative then hours; if zero then monthly; if positive then model time steps--usually around 30 min depending on model)
· Nhtfrq = 0, -24 is a monthly average and then daily average  (output every 24 hours)
· Mfilt is how many outputs before making a new file to put them in (control total num of flies and file size)
· So with nhtfrq = 0, -24 --> mfilt = 12, 365
· Outputs 1 file for each year (since the first file is a monthly average--we have 12 as a year)
· 365 days for 1 year…
· Avgflag_pertape = 'A' is the average since the last output (so if running daily then daily average)
· = 'I' then instantaneous value
· Fincl2 -- what ones you want
· h0 are your monthly averages
· Fincl1 goes in here
· h1 is the first of specified files
· Fincl2 goes in here
[bookmark: _xiu8jb84wkj1]Running CESM
· ​​Example component sets:
· f09_f09_mg17
· f = finite volume (type of grid that atmosphere model runs on -- lat lon grid)
· mg17 = modified greenland pole (this is the shift of the pole for numerical nonsense)
· 09 = resolution
· F2000climo
· F = active atmosphere; active land; prescribed ocean / sea ice
· B = fully coupled everything active
· To make executable: chmod u+x name_file.sh
· ./name_file.sh
· For create_new_build_yr2000.sh need input arguments so
· ./create_new_build_yr2000.sh test_default_yr2000_001 f09_f09_mg17 F2000climo
· Executable name resolution compset
· Compset = scientifically supported
· Compared output to data and getting scientifically solid results (i.e. widely used and understood component set)
· Compset = defined
· Used and run fine but not compared
· Once run, need to submit to run the model
· Cd into caseroot that is shown in the output of the execution of the sh file
· Link CESM variable names: https://www2.cesm.ucar.edu/models/cesm2/atmosphere/docs/ug6/hist_flds_f2000.html
· Link CESM Component Sets: https://esmci.github.io/cime/versions/master/html/users_guide/compsets.htmlccd
[bookmark: _6wh7dzcyun7h]After Run
· Tail file_name (last few lines)
· Tail -n 30 file_name (last 30 lines)
· Head file_name (first few lines)
· /glade/scratch/kkoepnick/cesm2/case is where the successful nicely organized output goes
· qstat -u kkoepnick
· qhist -u kkoepnick
· In someone's caseroot you can go to CaseStatus to see the PE_LAYOUT that they used and other xmlchanges
[bookmark: _ixoyhfvgz34n]Naming Conventions: 
Yyyymm
100001-199912 is 1000 years
100001-100012 is 1 year
100101-199912 is 999 years



[bookmark: _dvbbc9d5x3st]Pre-industrial Control Run

Following /glade/u/home/kkoepnick/cesm2.1.4/build_scripts/b.e21.B1850.f09_g17.piControl.001

Resolution: f09_g17
Compset: B1850

· Change CESMROOT to where you downloaded CESM to
· Change CASEROOT to where your cases are located (e.g. /glade/u/home/kkoepnick/cesm2.1.4
· Change OUTPUT to where you want your output files to be located (best to use scratch as it’s the largest storage. Note that there is a ~12month purge of untouched files)
· You might have to modify the tasks/cores. If you have someone’s env_mach_pes or env_run/build you can copy their PE layout or use the one in this script
· Copy any source modifications needed (do NOT modify the ones in your work directory, copy the file and edit in a different directory entirely and then copy before the case set up)
The above sets up the case for you, then the script runs:

./case.setup

To finalize. Then you have created an env_build.xml which is where the building the run occurs. We then build all executables etc that are needed. 

qcmd – ./case.build

Then the script reorganizes the files into folders etc to clean the directory up

Now you setup your run
· Change the STOP_OPTION to the units of the run time (e.g. nyears for years, ndays for days)
· Change STOP_N to how long you want the run the be (in STOP_OPTION units)
· GET_REFCASE is usually TRUE unless you are doing a STARTUP run (see later) then it’s FALSE
· RESUBMIT is the total number of times submitted (RESUBMIT+1). 
· Example:
· If you want to run the model for 20 years you might have:
· STOP_OPTION=nyears
· STOP_N=5
· RESUBMIT=3
If you are continuing from another run then CONTINUE_RUN=TRUE (but usually FALSE)
Now you are telling CESM what kind of run you are doing: branch/hybrid or startup
· A branch and hybrid run are basically the same thing (hybrid is a bit more flexible in some regards, but for all intents and purposes it’s the same)
· Basically if you want to start from the same place of a different run and continue that run (note your CONTINUE_RUN is still FALSE in this case)
· With this you will want to copy / link the restart files to your run directory
· Startup runs are totally fresh and new runs

You have built the piControl run!! Woohoo!

To run the model, change into your caseroot directory (it will print out how to submit the job in the terminal)

And then you just type ./case.submit and you have submitted your CESM run! 



[bookmark: _n67ljdj9gmwe]Paleo-Runs
[bookmark: _37sx79nf6bj]Mapping Files
· Running Paleo configuration where you are changing ice volume or sea level, you have to change/create the various mapping files. Fair warning: it’s a pain.
· The needed mapping files are:
· ATM2OCN_FMAPNAME: atmosphere to ocean flux mapping
· ATM2OCN_SMAPNAME: atmosphere to ocean state mapping
· ATM2OCN_VMAPNAME: atm2ocn vector mapping file
· OCN2ATM_FMAPNAME: ocn2atm flux mapping file
· OCN2ATM_SMAPNAME: ocn2atm state mapping file
· ROF2OCN_FMAPNAME: rof2ocn flux mapping file
· ROF2OCN_LIQ_RMAPNAME: rof2ocn runoff mapping file
· ROF2OCN_ICE_RMAPNAME: rof2ocn runoff mapping file
· Jiang and I created a jupyter notebook that lays out all of the steps and it should be clear what needs to be done/changed
	/glade/work/kkoepnick/setup/mapping-files/create_mapping_cesm2.ipynb
· Let me (Kirstin) know if there are issues

[bookmark: _iza4x6cq00sw]Topography Files
· The CAM6 topography creation steps make weird leaky files, so best to use CESM2CAM5 with the old topographies 
· XX add notes	


[bookmark: _vu4j7xj34mkf]Fixed SST Runs

If you want to run a fixed SST using an ocean/sea ice from a previous fully coupled run:
 
[bookmark: _6u281vr39n51]Component Set: 1850_CAM60_CLM50%SP_CICE%PRES_DOCN%DOM_RTM_SGLC_SWAV
 
[bookmark: _fk5uvqxo1sth]Resolution: f09_g17
 
[bookmark: _xu1ug5ctemns]Step 1: Create SST/Sea Ice time-series
 
Follow: /glade/work/kkoepnick/setup/fixed-sst/hannay/step1*
 
In this step, you are creating the 1x1 SST and sea ice timeseries from a previously run fully coupled model. This ncl script does this automatically by:
· Reading the POP ocean temperature and CICE ice concentration from the coupled run (e.g. b.e21.B1850C5.f09_g17.80ka.001) over the input years (e.g. 451-470).
· Regriding the data from ocean grid to a 1x1 latitude/longitude (this is needed for the DOCN component) using the ESMF weight file (e.g. map_gx1v7_TO_1x1_blin.180411.nc)
· Applies physical consistency (clamps SST and keeps sea-ice concentration in 0-100%, etc)
· Constructs time, date, and datesec variables at the midpoint of each month between the inputted years (e.g., 451-470)
· Writes out a single NetCDF file on the 1x1 grid with variables:
· SST
· SEAICE
· ICEFRAC
· Time, date, datesec, date_frac, lat, lon
· File naming example: sstice_b.e21.B1850C5.f09_g17.80ka.001_0451-47012_1x1_before_bcgen.nc
· This is the input for the bcgen in STEP 2
 
What needs to be changed:
casename [line 12] to the case name of the fully coupled run
year_range [line 14] to the 20 year range that you want your data selected
yrf [line 15] to the final year of year_range
yri [line 16] to the initial year of year_range
Lines 29 through 31 to the directory where you want to store your output files
Lines 33-34 to the directory where the data is located from your fully coupled run
Lines 36-38 to where you want to store your output files (just the /glade/derecho/scratch/kkoepnick/sst-ice and not the nc file name part (unless you want to change the naming convention of the output files)
 
[bookmark: _k4wsid8zekm8]Step 2: Build SSTICE climatology and timeseries (bcgen)
 
Follow: /glade/work/kkoepnick/setup/fixed-sst/hannay/step2_regrid_bcgen.sh
 
In this step, you convert the 1x1 SST/sea-ice timeseries created above in step 1 into the final CESM-readable SSTICE forcing files. These are files that the DOCN%DOM component will using during your fixed-SST run. The script performs the following:
· Builds the icesst utilities (regrid and bcgen)
· Runs bcgen on the 1x1 before_bcgen time series
· Takes the 1x1 NetCDF file from Step 1 and:
· Constructs a climatology file (e.g. sstice_b.e21.B1850C5.f09_g17.80ka.001_1x1_yrs451-470_climo.nc)
· Constructs a monthly timeseries file (e.g. sstice_b.e21.B1850C5.f09_g17.80ka.001_1x1_yrs451-470_timeseries.nc)
· Ensures correct format with what DOCN expects
· Important: final SSTICE file used by CESM must match the DOCN grid otherwise you will run into a grid mis-match issue when trying to run
· Optional regrid for analysis: for this case, I wanted to have a same grid climo so that I could plot on the same grid as my run (CESM doesn't use/see this file, this was just for my own analysis/visualization)
 
What needs to be changed:
Line 29-32: change the file paths to the ones created in Step 1 (line 29) and where you want the outputs for this step
Note: you might need to change the namelist file: /glade/work/kkoepnick/setup/fixed-sst/hannay/namelist_b.e21.B1850C5.f09_g17.80ka.001_yrs451-470 if you have different years (so the iyr1 etc to your initial and final years used)
If you are doing the optional regrid step, also change the file paths or comment/remove if ignoring
 
[bookmark: _d2am5wdp1ujc]Step 3: Add metadata to the SSTICE Climo & Timeseries Files
 
Follow: /glade/work/kkoepnick/setup/fixed-sst/hannay/step3*
 
In this step, you create properly documented versions of the SSTICE climatology and timeseries NetCDF files created above. This does not change the data itself and only adds metadata such as creator, contact, summary, history, etc. This is optional for running CESM, but strongly recommended for dataset transparency, provenance, and reproducibility.
 
In this script, it takes the final SSTICE files from Step 2 and copies each file to a new metadata version and atts global attributes such as creation date, creator, contact, history, data script, summary, etc.
 
What needs to be changed:
· Update the file paths for the climo and timeseries created above in Step 2
· sst_ice_file and sst_ice_file_meta
· Update the metadata fields specific to your dataset (basically anywhere where you see kkoepnick or kirstin koepnick)
· Update the date suffix



